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ABSTRACT
Science progresses by building upon previous research.  Progress can be most rapid, efficient, and focused when raw datasets from previous studies are available for reuse. To facilitate this practice, funders and journals have begun to request and require that investigators share their primary datasets with other researchers. Unfortunately, it is difficult to evaluate the effectiveness of these policies.  This study aims to develop foundations for evaluating data sharing and reuse decisions in the biomedical literature by developing tools to answer the following research questions, within the context of biomedical gene expression datasets:  What is the prevalence of biomedical research data sharing?  Biomedical research data reuse?  What features are most associated with an investigator’s decision to share or reuse a biomedical research dataset?  Does sharing or reusing data contribute to the impact of a research article, independently of other factors?  What do the results suggest for developing efficient, effective policies, tools, and initiatives for promoting data sharing and reuse?  I suggest a novel approach to identifying publications that share and reuse datasets, through the application of natural language processing techniques to the full text of primary research articles.  Using these classifications and extracted covariates, univariate and multivariate analysis will assess which features are most important to data sharing and reuse prevalence, and also estimate the contribution that sharing data and reusing data make to a publication’s research impact.  I hope the results will inform the development of effective policies and tools to facilitate this important aspect of scientific research and information exchange.

Categories and Subject Descriptors
H.1.1 [Systems and Information Theory]:  Value of information; H.3.5 [Online Information Services]:  Data sharing; J.3 [Life and Medical Sciences]:  Biology and genetics, Health
General Terms
Measurement, Human Factors
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1. INTRODUCTION

Sharing information facilitates science. Reusing previously-collected data in new studies allows these valuable resources to contribute far beyond their original analysis.[1] In addition to being used to confirm original results, raw data can be used to explore related or new hypotheses, particularly when combined with other publicly available data sets. Real data is indispensable when investigating and developing study methods, analysis techniques, and software implementations. The larger scientific community also benefits: sharing data encourages multiple perspectives, helps to identify errors, discourages fraud, is useful for training new researchers, and increases efficient use of funding and patient population resources by avoiding duplicate data collection.

Believing that that these benefits outweigh the costs of sharing research data, many initiatives actively encourage investigators to make their data available. Some journals require the submission of detailed biomedical data to publicly available databases as a condition of publication.[2,3] Since 2003, the NIH has required a data sharing plan for all large funding grants and has more recently introduced stronger requirements for genome-wide association studies[4,5]; other funders have similar policies.  Several government whitepapers[1,6] and high-profile editorials
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[7-12]
 call for responsible data sharing and reuse, large-scale collaborative science is providing the opportunity to share datasets within and outside of the original research projects


[13,14] ADDIN EN.CITE , and tools, standards, and databases are developed and maintained to facilitate data sharing and reuse.  

Despite these investments of time and money, we do not yet understand the prevalence and patterns of data sharing and reuse, the effectiveness of initiatives, or the costs, benefits, and impact of repurposing biomedical research data.  

The goal of this study is to build foundational tools, datasets, and analyses for identifying and evaluating data sharing and reuse decisions within the biomedical literature.

2. FINDINGS AND CHALLENGES IN RESEARCH ON SHARING AND REUSE

This section highlights a few major findings and challenges in research on biomedical data sharing and reuse.

2.1 Understanding Attitudes and Behavior
The largest body of knowledge about motivations and predictors for data sharing and withholding comes from Campbell and co-authors


[15-17] ADDIN EN.CITE . They surveyed researchers, asking whether they have ever requested data and been denied, or themselves denied other researchers from access to data.   Results indicated that participation in relationships with industry, mentors’ discouragement of data sharing, negative past experience with data sharing, and male gender were associated with data withholding.[15]  In another survey, among geneticists who said they intentionally withheld data related to their published work, 80% said it was too much effort to share the data, 64% said they withheld data to protect the ability of a junior team member to publish, and 53% withheld data to protect their own publishing opportunities.[16] 

Occasionally, the administrators of centralized data servers publish feedback surveys of their users.  As an example, Ventura[18] reports a survey of researchers who submitted and reviewed microarray studies in the Physiological Genomics journal after its mandatory data submission policy had been in place for two years.  Almost all (92%) of authors said that they believed depositing microarray data was of value to the scientific community and about half (55%) were aware of other researchers reusing data from the database.  

2.2 Identifying Instances of Data Sharing and Reuse

While surveys have provided insight into sharing and reuse behavior, other issues are best examined by studying the demonstrated behavior of scientists.  Unfortunately, observed measurement of data behavior is difficult because of the complexity in identifying all episodes of data sharing and reuse.  Although indications of sharing and reuse usually exist within a published research report, the descriptions are in unstructured free text and thus complex to extract.  
Data sharing can sometimes be inferred from the “primary citation” field of database submission entries, however these references often missing when data is submitted prior to study publication.  Populating the submission citation fields retrospectively requires intensive manual effort, as demonstrated by the recent Protein Data Bank remediation project[19], and thus is not usually performed.  No effective way exists to automatically retrieve and index data housed on personal or lab websites or journal supplementary information.  

Identifying instances of data reuse is even more difficult.  There are few collections or queries that identify studies which reuse data, with the exception of meta-analyses.   

Reuse often (but not always) includes a citation reference to the study that produced the data.  Mercer et al.[20] is one of several researcher teams who have derived a classification schema for citation contexts.  Several groups have methods of automatically classifying citation contexts using natural language processing (NLP) techniques; Teufel et. al[21] uses cue phrases to classify citations into several groups, including a broad “adapts or modifies tools/methods/data” category.

2.3 Estimating the Costs and Benefits of Data Sharing and Reuse

Estimating the costs and benefits of data sharing and reuse would be challenging even with a comprehensive dataset of occurrences.   A complete evaluation would require comparing projects that shared or reused with other similar projects that did not, across a wide variety of variables including person-hours-till-completion, total project cost, received citations and their impact, the number and impact of future publications, promotion, success in future grant proposals, and general recognition and respect in the field.  
Pienta[22] is currently investigating these questions with respect to social science research data and publications.  Zimmerman[23] has studied the ways in which ecologists find and validate datasets to overcome the personal costs and risks of data reuse.
Examining variables for their benefits on research impact is a common theme within the field of bibliometrics.  Research impact is usually approximated by citation metrics, despite their recognized limitations.[24]  

2.4 Evaluating the Impact of Data Sharing Policies

Studying the impact of data sharing policies is difficult because policies are often confounded with other variables.  If, for example, impact factor is positively correlated with a strong journal data sharing policy as well as a large research impact, it is difficult to distinguish the direction of causation.  Evaluating data sharing policies would ideally involve a randomized controlled trial, but unfortunately this is impractical.

Despite many funder and journal policies requesting and requiring data sharing, the impact of these policies have only been measured in small and disparate studies.  McCain manually categorized the journal “Instruction to Author” statements in 1995.[2]   A more recent manual review of gene sequence papers found that, despite requirements, up to 15% of articles did not submit their datasets to Genbank.[25] 
2.5 Related Fields

Evaluation of data sharing and reuse behavior is related to a number of other active research fields:  code reusability in software engineering, motivation in open source projects and corporate knowledge sharing, tools for collaboration, evaluating research output, the sociological study of altruism, information retrieval, usage metrics, data standards, the semantic web, open access, and open notebook science.  
3. RESEARCH QUESTIONS
Within the scope of this project, I plan to address the following questions:

· What is the prevalence of biomedical research data sharing?  Biomedical research data reuse?

· What features are most associated with an investigator’s decision to share or reuse a biomedical research dataset?

· Does sharing or reusing data contribute to the impact of a research article, independently of other factors?

· What do the results suggest for developing efficient, effective policies, tools, and initiatives for promoting data sharing and reuse?

I will consider these questions within the context of gene expression microarray data.  Microarray data provides a useful environment for investigation: despite being valuable for reuse and costly to collect, is not yet universally shared.

4. PROPOSED METHODOLOGY

I propose to address the research questions by (1) collecting a cohort of articles about gene expression microarray data, (2) developing a system to automatically identify instances of dataset sharing and reuse within the cohort, and (3) analyzing the instances of dataset sharing and reuse for univariate and multivariate predictors.  These steps are explained in further detail below.

4.1 Data Collection

The cohort will consist of English-language non-review research articles indexed in PubMed under the MeSH term “gene expression profiling,” published between 2000 and 2007 (21000 articles).  Using a combination of automated and manual steps I will obtain the full text of all articles that are available electronically in machine-readable format with a University of Pittsburgh HSLS account.  The final article count will depend on the availability of machine-readable articles and permission to download articles in bulk from publisher websites.
For each article, I will record many potentially relevant covariates, including number of authors, sources of funding, MeSH terms related to organism and disease of study, journal impact factor, journal subdiscipline, journal data sharing policy (or lack thereof), and whether the article was originally published by the journal as open-access. 

Finally, I will record the citation history of the article from the ISI Web of Science.  I will attempt to remove self-citations and reuse citations by investigators who previously co-authored a paper with the original research team.  This will hopefully eliminate reuse due to restricted data sharing “behind the scenes” with current and former colleagues and students.
4.2 Data Classification
4.2.1 Criteria for classification

For the purposes of this study, I will consider data “shared” if it is publicly available on the internet.  I will use a variety of mechanisms to classify each article as Dataset-Producing or Dataset-NonProducing, Dataset-Sharing or Dataset-NonSharing, and Dataset-Reusing or Dataset-NonReusing.
An article will be considered Dataset-Producing if the full text indicates the execution of a wet-lab gene expression microarray experiment.

All Dataset-Producing articles will be assessed for Dataset-Sharing status.  I will consider an article to have shared its dataset if:  (a) its PubMed ID or citation is included in a dataset submission record within the Gene Expression Omnibus (GEO)[26], ArrayExpress
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, or SMD[28] databases, or (b) it contains lexical phrases indicating data submission to a database or website.  
All cohort articles will be considered as potentially Dataset-Reusing.  I will consider an article to have reused a previously shared microarray dataset if:  (a) the article’s PubMed ID or citation is included on a list of data reuse studies (such as the partial list of reused GEO-datasets maintained on GEO’s website), (b) the article has MeSH terms suggesting it is a meta-analysis, or (c) the article’s full text contains lexical phrases and/or citations indicating data reuse.  
4.2.2 Automatic classification system

I will manually classify a random subset of cohort articles according to the above criteria, and use this gold standard to develop and validate a natural language processing (NLP) systems to do the classifications automatically.  The NLP approach will be similar to the preliminary work on Dataset-Sharing classification described in Section 5.4.  I also plan on experimenting with additional NLP techniques such as semi-supervised training[29], bootstrapping cue phrases[30], and boosting classifiers as necessary.

I expect the Dataset-Producing classification problem to be relatively straightforward because standard and relatively-specific terms are used to describe the method for a gene expression experiment (e.g., RNA extraction, hybridization,  imaging). I expect Dataset-Reuse classification to be fairly challenging, because there are so many diverse ways to acknowledge data reuse provenance within free text. 
4.3 Analysis to address Research Questions
4.3.1 Prevalence of sharing and reuse

I will compute the prevalence of sharing by dividing the number of articles identified as Dataset-Sharing by the number identified as Dataset-Producing.  The prevalence of reuse is simply the number of articles identified as Dataset-Reusing divided by the total number of articles in the cohort.
4.3.2 Features associated with sharing and reuse

For each of the three cohort classifications (Dataset-Producing, Dataset-Sharing, and Dataset-Reusing), I will compute the univariate odds ratio for each of the covariates described in Section 4.1. I will also compute a multivariate logistic regression using these covariates for each of the three classifications.
4.3.3 Effect of sharing and reuse on article impact

I will use regression to assess the association between data decisions and research impact (approximated by citation count), independently of other covariates known to impact citation count.  I will compute a multivariate linear regression over the logarithmic-transform of each article’s yearly citation count, including as independent variables the collected covariates, the three binary covariates representing the Dataset-Producing classification, Dataset-Sharing classification, and Dataset-Reusing classification, and interaction terms.
4.3.4 Implications

I will consider the analysis results in light of the current data sharing policy environment to highlight potential implications.
5. PRELIMINARY RESULTS

This project proposal involves integrating and extending the preliminary work described below.
5.1 Data Sharing Impact in a Pilot Cohort
We conducted a preliminary investigation into the citation impact of data sharing by a small, homogeneous cohort of studies.[31]  Using linear regression, we found that studies with publicly shared microarray data were associated with a 69% increase in citation count compared to studies without shared datasets, independently of journal impact factor, date of publication, and author country of origin (see Table 1). 
Table 1.   Multivariate regression on citation count for 85 clinical cancer microarray publications.  Reproduced from [31].
[image: image1.png]Percent increase in
citation count (95%
confidence interval) p-value

Publish in a journal with twice the impact  84% (59 to 109%) <0.001
factor

Increase the publication date by a month ~ —3% (~5 to —2%)  <0.001
Include a US author 38% (1 to 89%) 0.049
Make data publicly available 69% (18 to 143%) 0.006

We calculated a multivariate linear regression over the citation counts,
including covariates for journal impact factor, date of publication, US
authorship, and data availability. The coefficients and p-values for each of the
covariates are shown here, representing the contribution of each covariate to
the citation count, independent of other covariates.
doi:10.1371/journal.pone.0000308.t002




The project extends this preliminary analysis by considering a larger and more heterogeneous cohort, additional covariates, an analysis to predict sharing prevalence, and the additional endpoint of dataset reuse.  
5.2 Impact of Journal Policy
We conducted a pilot study to understand the current state of data sharing policies within journals, the features of journals that are associated with the strength of their data sharing policies, and whether the strength of data sharing policies impact the observed prevalence of data sharing.[3]  We measured data sharing prevalence as the proportion of papers with submission links from NCBI’s Gene Expression Omnibus (GEO) database. We conducted univariate and linear multivariate regressions to understand the relationship between the strength of data sharing policy and journal impact factor, journal subdiscipline, journal publisher (academic societies vs. commercial), and publishing model (open vs. closed access). Of the 70 journal policies, 53 made some mention of sharing publication-related data within their Instruction to Author statements. Of the 40 policies with a data sharing policy applicable to microarrays, we classified 17 as weak and 23 as strong. Policy strength was positively associated with measured data sharing submission into the GEO database: the journals with no data sharing policy, a weak policy, and a strong policy had median data sharing prevalence of 8%, 20%, and 25% respectively (see Figure 1). 

This preliminary work suggests that journal policy is an important factor, and (when a policy exists) is extractable from a journal’s Information to Author statement.
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Figure 1. A boxplot of the relative data-sharing prevalence for each journal, grouped by the strength of the journal’s data-sharing policy.  For each group, the heavy line indicates the median and the box encompasses the interquartile.  NOTE:  Prevalence analysis has not been restricted to data-producing articles, and so must be considered relatively and not to an absolute of 100%.  Reproduced from [3].
5.3 Prevalence across Research Topic Areas

We performed a preliminary investigation of rough keyword-based Dataset-Producing and Dataset-Reusing classifiers, trained and tested on a manually-labeled set of documents (PLoS articles prior to January 2007 containing the word “microarray,” n=200).[32]  We compared the Medical Subject Heading (MeSH) terms of the articles identified as Dataset-Reusing to those identified as Dataset-Producing to estimate the odds that a specific MeSH term would be used given all studies with original microarray data, compared to the odds of the same term describing studies with re-used data.  Publications with reused data did involve a relatively high proportion of studies involving fungi (odds ratio (OR)=2.4), and a relatively low proportion involving rats, bacteria, viruses, plants, or genetically-altered or inbred animals (OR<0.5) compared to publications with original data.

We also assessed the prevalence and patterns of Dataset-Sharing, using only links from within the GEO or ArrayExpress database[33].  Of the 2503 articles, 440 (18%) articles had links from either GEO or ArrayExpress.  Interestingly, studies with free full text at PubMed were twice (OR=2.1) as likely to be linked as a data source within GEO or ArrayExpress than those without free full text, as seen in Figure 2. Studies with human data were less likely to have a link (OR=0.8) than studies with only non-human data. The proportion of articles with a link within these two databases has increased over time: the odds of a data-source link for studies was 2.5 times greater for studies published in 2006 than 2002. As might be expected, studies with the fewest funding sources had the fewest data-sharing links: only 28 (6%) of the 433 studies with no funding source were listed within GEO or ArrayExpress. In contrast, studies funded by the NIH, the US government, or a non-US government source had data-sharing links in 282 of 1556 cases (18%), while studies funded by two or more of these mechanisms were listed in the databases in 130 out of 514 cases (25%).
These studies demonstrate that funding source, organism, and open-access are important covariates in data behavior.
  
[image: image3.emf]Odds ratios of studies with links from GEO or ArrayExpress 

0.0 1.0 2.0 3.0 4.0 5.0 6.0

Funded by 3 sources vs none

Funded by 2 sources vs none

Funded by 1 source vs none

Funded by Non-US Govt

Funded by US Govt Non-NIH

Funded by NIH

Humans when

Humans when cancer=TRUE

Cancer

Humans

Published in a core clinical journal

Published with free full text

Published in 2006 vs 2002

Odds Ratio 


Figure 2.  Preliminary Indications of Data-Sharing Patterns with 95% confidence intervals.  Reproduced from [33].
5.4 Automatic Identification of Data Sharing
A pilot NLP system has been developed and validated for one of the three proposed cohort classifications, Dataset-Sharing versus Dataset-NonSharing.[34]  Using regular expression patterns and machine learning algorithms on open access biomedical literature published in 2006, our system was able to identify 61% of articles with shared datasets with 80% precision. A simpler version of our classifier achieved higher recall (86%), though lower precision (49%). 
These results demonstrate the feasibility of using an NLP approach to automatically identify instances of data sharing from biomedical full text research articles.
6. LIMITATIONS AND RISKS

We note an important limitation of this proposal: associations do not imply causation.  The research here will not be sufficient to conclude, for example, that a policy change associated with increased data sharing will in fact cause increased sharing.  It would be possible that both factors stem from a common cause. 
This study has several other limitations.  Although restricting the study to one datatype allows an in-depth analysis of many specific facets of data sharing and reuse, future work should apply the methodology and lessons learned to other datatypes to quantify generalizability.  My sample will omit some articles:  I might not find all of the datasets that have been shared in niche databases or on personal or lab websites and not all papers will be available in machine-readable full text, particularly for early years.  I am not considering datasets as shared if they are available upon request and may thereby discount an important and effective sharing mechanism. Although broadly used, citations are a rough and imperfect measurement of research impact, in part because they may include negative critiques of an article or its associated data. Citations do not consider reuse in the context of education and training, and thus undervalue the impact of data sharing reused for this purpose. 

The largest technical risk in the research plan is that it may be unexpectedly difficult to automatically identify reuse with acceptable precision and recall.  In this case, I plan to supplement the automated classification with manual curation, possibly resulting in a smaller cohort of articles for analysis.

7. ANTICIPATED CONTRIBUTIONS 

I anticipate several important contributions arising from this novel research application.  
First, I would, of course, make my dataset publicly available (limited only by licensing restrictions).  This would provide a foundational data sharing and reuse dataset for further study by other researchers.  I could imagine future work extending and refining my analysis, using the data to investigate novel questions such as whether the data-sharing community has members in common with the data-reuse community –interesting, and also relevant to developing incentives and policies.  I envision the reuse data forming the backbone of a Data Reuse Registry, providing a prototype system for ongoing prospective data reuse attribution and cataloguing.[35]
Although some of the analysis results may be intuitive (a stronger journal data sharing policy results in more data sharing, or shared data permits reuse and thus supports a higher citation rate), these relationships have not yet been demonstrated.  Concrete, supporting – or contradictory! – evidence will be of value to a wide spectrum of decision-makers.
I hope this research will identify sub-communities with frequent practices of sharing and reuse.  Examining these situations can highlight best practices to be used when developing research agendas, tools, standards, repositories, and communities in areas that have yet to receive major benefits from shared data.

Finally, but most importantly, I believe this research will inspire further work in this area.  There is a common adage:  “You can not manage what you do not measure.”  Research consumes considerable resources from the public trust. As data sharing and reuse are evaluated and policies and incentives improved, hopefully investigators will become more apt to share and reuse study data and thus maximize its usefulness to society.
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		order				OR		a		b		c		d		OR		OR-.1		ln(OR)		1.96*SQRT(1/a+..+1/d)		CI(ln(OR-))		CI(ln(OR-))		CI(OR-)		CI(OR+)		OR - CI(OR-)		OR - CI(OR+)

		28		Funded by 3 sources vs none				16		39		28		405		5.93		0.10		1.780709633		0.6966261524		2.4773357854		1.0840834806		11.91		2.96		5.98		2.98

		27		Funded by 2 sources vs none				114		345		28		405		4.78		0.10		1.5643365883		0.4376285527		2.001965141		1.1267080356		7.40		3.09		2.62		1.69

		26		Funded by 1 source vs none				282		1274		28		405		3.20		0.10		1.1636727917		0.4041330372		1.5678058289		0.7595397545		4.80		2.14		1.59		1.06

		25		Funded by Non-US Govt				318		1342		122		721		1.40		0.10		0.3367531578		0.2275077498		0.5642609076		0.109245408		1.76		1.12		0.36		0.28

		24		Funded by US Govt Non-NIH				58		207		382		1856		1.36		0.10		0.308482522		0.3113186614		0.6198011834		-0.0028361394		1.86		1.00		0.50		0.36

		23		Funded by NIH				182		532		258		1531		2.03		0.10		0.7080800085		0.2138407751		0.9219207836		0.4942392334		2.51		1.64		0.48		0.39

		13		Humans when cancer=FALSE				67		287		177		743		0.98		0.10		-0.0202432842		0.3124052247		0.2921619404		-0.3326485089		1.34		0.72		0.36		0.26

		12		Humans when cancer=TRUE				135		798		61		235		0.65		0.10		-0.428122169		0.3355512101		-0.0925709589		-0.7636733792		0.91		0.47		0.26		0.19

		11		Cancer				196		1033		244		1030		0.80		0.10		-0.221961954		0.2068643229		-0.0150976311		-0.4288262769		0.99		0.65		0.18		0.15

		10		Humans				202		1085		238		978		0.77		0.10		-0.2678285722		0.2064646696		-0.0613639027		-0.4742932418		0.94		0.62		0.18		0.14

		3		Published in a core clinical journal				26		90		414		1973		1.38		0.10		0.3197313999		0.4490708222		0.768802222		-0.1293394223		2.16		0.88		0.78		0.50

		2		Published with free full text				252		811		188		1252		2.07		0.10		0.7272166222		0.2085275178		0.93574414		0.5186891045		2.55		1.68		0.48		0.39

		1		Published in 2006 vs 2002				440		2063		116		1365		2.51		0.10		0.9201777304		0.2156957393		1.1358734697		0.704481991		3.11		2.02		0.60		0.49

						Links to GEO or ArrayExpress

						TRUE		FALSE		Total				1.3404255319

		Published with free full text				252		811		1063				0.6477635783				0.31

						188		1252		1440								0.15

				Total		440		2063		2503								2.07

		Odds ratio		= (252/811)/(188/1252) = 0.31/0.15 = 2.1





disease

		0		0		5.9754267354		2.9773372566

		0		0		2.6240878075		1.6940206411

		0		0		1.5944423692		1.0643784632

		0		0		0.3577545238		0.2849572912

		0		0		0.4972007774		0.3641898369

		0		0		0.4840250662		0.3908390819

		0		0		NaN		NaN

		0		0		0.3593596547		0.2629380586

		0		0		0.2598527351		0.1857801262

		0		0		0.1840699302		0.149672776

		0		0		0.1754420152		0.1427141846

		0		0		NaN		NaN

		0		0		0.7804229647		0.4980822445

		0		0		0.4797967416		0.3894887733

		0		0		0.6041558391		0.4869378209



Odds Ratio 
(The odds that a publication with the feature has database links 
compared to the odds of that a publication without the feature has database links)

Odds ratios of studies with links to GEO or ArrayExpress 
by various features
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